Summary for discussion at IVOA meeting at IAU July 24,2003

Data Quality

 The purpose of this document is to outline the issues and suggest possible solutions to problems relevant to Data Quality and the Virtual Observatory.

We should approach this problem with the goal of designing a machine-to-machine system (as opposed to a system within interactive sessions). This makes the problem much more difficult because it removes human judgment from those machine-to-machine interactions. But it will not remove human judgment from the process in the end. Finally, human judgment must be applied. How can we reduce the data quality problem to a machine-to-machine problem for the intermediate steps yet somehow let the user finally have an overview of how the data quality judgments were made and allow that user to apply their judgment at appropriate point in the process.

There are at least three (four?) facets to the Data Quality problem :

1) Agreement on a definition of data quality 

· Which attributes define data quality?

· Precision and reliability of calibrations

· Quality of the characterization of the data: time, space, energy

· Availability of metadata

· Processing history: (software versions, hardware used, date)

· Provenance (where has this thing been?)

· Selection function (very difficult)

· More Speculative: Is there a feedback mechanism based on experience of VO users?

2) A standardized technical solution to characterizing data quality

· Machine-to-machine system for managing data quality

· Registry metadata relevant to data quality

· Query metadata describing data quality

· Can all aspects of data quality be described by (quantity, random error, systematic error)

· There are other types of errors. For example, there is a finite probability that this piece of data is not the piece that it is claimed to be (wrongly named)

3) An accepted means of documenting data quality for the purposes of publication or information for the user

· This is perhaps the most difficult aspect

· VO should take no responsibility for judging or certifying data quality (I cannot think of a way to do that)

· Refereed publications must form the basis of documenting data quality (a good dataset is backed up by a refereed publication)

· A VO technical solution should be implemented that will keep track of all citations relevant to a VO session or VO project, and at the end of a session/project the system will deliver those citations in a cut and paste format to the user

4)  How do we ensure that Data quality is preserved during handling by the various VO systems that it might pass through during a VO session/VO Project?

· What systems and processes touched the data during VO session?

· This could be as simple as preserving numerical precision

· How do we add metadata  about data quality on-the-fly during the VO session?

5) Stuff

*************************************************************

Coomments from the committee:

 Data citations should be included along with data when it is ingested into the archive. Then track the changes.

EPO-like access should have a “give me the best or most popular” dataset.

If there are many copies of the data then a record must be kept describing whether and how any changes have been made.

IMPORTANT: How does this impact the registry?

E.G., Data quality for data providers

         Data quality for registry

         Data quality for observatories

         Data quality for data centres?

Guy: A registry query will always give a no or maybe. Never a YES.

Bob: What about when a range of data quality is present? For example, VLA will provide a range of resolutions. How do you characterize this situations in the registry?


Inclusion versus exclusion. False positives or ?

***************************         

Definition

Data Quality requirements vary dramatically from one science project to another so that there is clearly not a single quality threshold that must be met or exceeded before a set of data can be certified as “good quality” or as “good enough for the Virtual Observatory”. What is needed is a definition of which aspects of data are relevant to establishing its level of quality. One can immediately think of a few classes of data quality.

A. Data is fully calibrated (astrometrically, chronometrically, photometrically and has a fully documented provenance (including the selection function and processing history).

B. Data is fully calibrated (astrometrically, chronometrically, photometrically) but may be missing one of the other aspects of its characterization

C. Data is not calibrated or documented

The issue of calibration is reasonably well understood. Instrumental signatures must be removed from primary (pixel-like) data. The photometric characteristics must be known so that the measurements can be directly and reliably (to within some specified error) to a physical system. The astrometric calibration allows the conversion from detector coordinates to sky. The chronometric characterization specifies when the data were obtained and the integration time.

The provenance of the data includes the time location and instrument where the observation were obtained and the relevant calibration information. It includes the entire processing history: inputs, outputs, software versions.

The selection function is a characterization of whether the dataset is a “fair sample” or whether it is subject to selection. A dataset that was subject to the constraint that no stars brighter than V=15 were within 15 arcminutes of the field centre is not a fair sample of the galaxy but is likely to be a fair sample of the distant universe. Therefore, the scientific usability of the dataset is affected by such constraints and they must be know to the user.

There must be a system to document these data quality considerations that is easily available to the user. More difficult is to construct such a system that is usable in machine-to-machine interactions which are central to an effective VO.

Derived measurements appearing in catalogues (for example, brightness, colour, redshift) inherit the data quality attributes of the primary data (pixels, images, spectra etc.) from which they were produced but they also must include new data quality metadata that describes how they were produced.

Technical Solution to characterizing data quality

This is a question that is beyond the scope of the present discussion. In the most basic terms the solution must address the characterization of quality in terms of space, time, and energy. Selection functions in any of these variables can be thought of as part of that characterization. (For example, there may have been a choice to observe a particular part of the sky at a particular time and in a particular energy band and these decisions are part of the selection function.)

Errors and uncertainties in quantities are a primary means of characterizing them. This will be true for data quality as it is for other measurements. Both random and systematic errors must be included.

In fact, errors as they are commonly user are simplified characterizations (e.g., as gaussians) of the real probability distributions of uncertainties. For a piece of data, there is always a small but non-zero probability that this is actually the wrong piece of data because of a catastrophic naming error. How will such an uncertainty be included? 

Documentation

When a scientist publishes research that used the resources of the Virtual Observatory it will not be sufficient to cite the “Virtual Observatory” as the source upon which the work is based. There must ultimately be a citation to a primary data source which describes the manner in which the measurements were obtained and processed. 

What is the role of the “Virtual Observatory” in establishing or certifying data quality?

It has frequently been stated at VO meetings that the Virtual Observatory itself (as an organization or entity) cannot play the role of either a data quality policeman or as a guarantor of data quality. The difficulty of playing either of these roles is obvious. There is an absence of authority to do so. The VO is not the producer of the data and therefore cannot have an intimate knowledge of the data and its provenance. Furthermore, the VO as it exists today is a loose collection of people and organizations rather than a well-defined entity. 

Then how will the data quality issue be handled? It will not be acceptable for the VO to simply avoid getting involved in the data quality issue. If it does so, the scientific usefulness of the VO will be largely destroyed. 

We propose that the means of documenting data quality be the refereed publication. If a dataset is going to be included in the VO it should be described in a refereed publication and the citation to that publication should be included with the dataset when it is submitted to the VO.

We propose that VO systems, including those involving machine-to-machine communication, be designed to track the datasets that are used in the course of a VO session by a user or the user’s automated agents. Citations that are relevant to the work being done during the session should be collected and carried along with the datasets that they refer to. At the end of a session, when the data or results based on the data are delivered to the user, the relevant citations are also delivered. The user then has the responsibility for verifying that the data quality that was used in the science was of a sufficient level for that particular science.

This system assumes that the machine-to-machine communications during queries and processing was functioning and that it made good decisions regarding which data sources were usable for the particular project.

Can the Virtual Observatory accept any datasets that are not backed up by refereed publications? It could. Such datasets could be included or excluded from consideration on the demand of the user. It is possible that a user could use some VO content to verify the data quality of an “un-documented” dataset and to then use that dataset on the basis of that work.

Will it be difficult to persuade publishers to deal with papers describing datasets to be included in the VO? This is not likely to be a big problem. Most (all?) datasets are produced and processed in order to do science and the characterization of their quality is part of the science paper. 

